Intro to Distributed Processing

This book is intended to be used in a freshman-level course as part of an integrated sequence of courses.  As such, it does not aim to be the only time students see the topics contained herein; it is expected that later courses will cover the material in more depth.  So what (I hear you ask) is the point of an admittedly superficial text like this?

We know that the computer field has changed greatly in its short time in human culture.  These changes have often come in the form of fundamentally new ways of doing things.  We have seen the predominant machinery change from large mainframes to minicomputers to microcomputers on desktops to portable devices. We have seen the predominant method of software production change from custom-written specialty programs to mass-market applications, data storage change from files to databases, and our idea of artificial intelligence change from Robbie the Robot to ALVIN and fuzzy-logic rice cookers.   Does anyone believe that any of these transitions has reached its end?  I didn’t think you did.  

As each of these changes progresses, it works its way into all parts of the field.  This text focuses on one of the most important of these transitions, the increasing use of distributed systems.  Networks, shared resources, and multiprocessing systems are now found in many parts of the field.  A basic understanding of the concepts and terminology involved is necessary in many of the areas we have traditionally studied.  Anyone who is learning about databases should be aware that many databases are shared among many users on a network, and should also understand the problems caused by concurrent use of a shared resource.  These same problems will be important to people who are studying operating systems or Web-based order tracking systems.

Similarly, the increasing importance of networks (LAN’s, WAN’s and the Internet and its applications) means that they affect every area of computer science and engineering.  Software is delivered or even run over networks; the resources that are accessed by programs are shared across networks, operating systems control networks, and so on.

When these new topics arise for the first time, we expect that current students who are interested in them will investigate them on their own.  The topics are, after all, usually of interest to only a few people and in a few restricted areas at first.

As the topics become more pervasive, it becomes reasonable to cover them in classes.  As the topics become more common, they begin to show up in many areas and we are presented with a choice.  Do we cover the topics in one course (and if so, which one) or do we teach the basics of the new topic repeatedly, in whatever courses need an introduction?  I’d prefer to cover the topics once in a course that comes early in the curriculum.

The material might then be incorporated with other introductory material already in an existing introductory course or placed in a stand-alone course.  Which strategy is best depends on many things, high school computer courses in the area, the likelihood of transfer students arriving with a programming class, faculty interest, and so on.  This text is intended to meet either need.  It focuses on distributed systems without expecting that students will also be in a programming class or have much previous programming experience.  Therefore, the text could be used in a stand-alone freshman-level course

The plummeting cost of hardware means that it is practical to apply systems incorporating many processors to the solution of single problems.  

