Deadlock

Contention for resources reaches its most dangerous heights when two or more processes use two or more of the same resources.  The problems can occur even if there is only one computer involved, as long as that computer is running multiple processes concurrently.  Most computers do that.  However, the problem becomes potentially more severe and is harder to prevent when a distributed system is involved.  As we shall see, many of the traditional deadlock prevention systems work only when all the competing processes are running on one computer and when that computer owns all the resources involved.

Let’s examine two processes that use the same two resources.  Just for variety, let’s look at an example from the operating system itself.

When a program starts to run, the operating system creates an entry for it in a bookkeeping area called the process table.  This entry is used to keep track of information about the process and must continue to exist as long as the program is running.  While a program is running, it can also branch off another process (like a subprogram) to perform some subtask, and this new process must also get an entry in the process table.  Its entry will be erased when the subprocess ends and control returns to the main process.

We’ll look at two algorithms carrying out different activities, one on behalf of the operating system (compiling reports of system statistics) and one on behalf of a transaction-based system, recording transactions in a log and then archiving transactions on a CD every so often.  Both use a CD-R mass storage system, ion which the computer can mount CD-s in a CD-R reader-writer under program control.  Both of these processes call subroutines to do some of their work.

Here’s an algorithm that uses a subroutine (a separate process) to compile a report of system usage statistics that will then be written to a CD.

Get control of the CD writer

Mount a blank volume to the CD drive

Write volume ID information (date, time, etc.)

Call subroutine to compile system usage report

Write usage report to CD

Close volume

Release CD drive

Here’s another algorithm that uses a subroutine.

While the buffer is empty, waste time

When there’s something in the buffer


Copy it to the log file


If this is the 100th item in the log file



Call archive process

Here’s the archive process (subroutine)

Get control of the CD writer

Mount the archive volume

Copy the log to the archive

Release the CD writer

Get control of the CD writer

Mount a blank volume to the CD drive

While the buffer is empty, waste time

When there’s something in the buffer





Copy it to the log file





If this is the 100th item in the log file






Call archive process

Write volume ID information (date, time, etc.)

Get control of the CD writer

Call subroutine to compile system usage report

Write usage report to CD

Close volume

Release CD drive

Mount the archive volume

Copy the log to the archive

Release the CD writer

Here’s another algorithm that uses a subroutine.

Here’s the archive process (subroutine)

